JUWELS BOOSTER - EARLY USER EXPERIENCES
PERMAVOST WORKSHOP

25 June 2021 | Andreas Herten | Jiilich Supercomputing Centre, Forschungszentrum Jiilich

@) JULICH| &5
SUPERCOMPUTING
Member of the Helmholtz Association Forschungszentrum | CENTRE




Overview

Julich Supercomputing Centre

JUWELS Booster System
JUWELS Overall Architecture
JUWELS Booster Architecture
JUWELS Integration

JUWELS Timeline

JUWELS Milestones
Early Access Program

Member of the Helmholtz Association 25 June 2021

Early Experiences

System-Related
Aside: AMD EPYC Core Design
Intra-Node Affinities
Inter-Node Affinity
Job Reportings

Application-Related
SOMA
JUQMES
ParFlow
JUQCS
LQCD: Bonn
Others

Summary and Conclusions

JULICH
SUPERCOMPUTING
CENTRE

@) JULICH
Slide 1168 J Forschungszentrum




Julich Supercomputing Centre

Forschungszentrum Jilich Germany, near Cologne,
interdisciplinary research, 6400 employees
Julich Supercomputing Centre
= Operation of supercomputers
= Education, training
= Application Support, Domain Science Support
= Research & Development
Accelerating Devices Lab Support, research, education for GPUs
et al.; NVIDIA Application Lab at Jilich
Supercomputers

Production JUWELS, JURECA DC, JUSUF
Prototypes JUMAX, DEEP, ...
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JUWELS Booster System



JUWELS Overall Architecture

TTTTTTT

Top500 Nov-2020:
= #1 Europe

= #7 World

= #1* Green500

= 936 compute nodes (2x AMD Rome,
4x A100 w/ NVLink3)

= Mellanox HDR 200 Gbit/s network,

DragonFly+ topology

Member of the Helmholtz Association 25 June 2021

= 73PFLOP/s
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https://www.top500.org/lists/top500/2020/11/

JUWELS Booster Overview

Node Configuration

Arch Atos Bull Sequana XH2000 -]
TE
CPU 2 x AMD EPYC 7402: d hl @
2Socket X 24Core X 2SMT, @rm
2 x 256 GB DDR4-3200 RAM; = — N _ L e
NPS-4 )

GPU 4 x NVIDIA A100 40 GB, NVLink3
HCA 4 x Mellanox HDR200

(200 Gbit/s) InfiniBand
ConnectX 6 | ke IV e

etc 2 x PCle Gen 4 switch
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NVIDIA A100 Tensor Core GPU

JUWELS Booster:
3744 A100 GPUs

Vs. V100: More SMs, larger/faster
L1, larger/faster L2, faster
memory, faster NVLink, faster
PCle, ...

New features: MIG, async copy
to/barrier in shared mem

New Tensor Cores, new
performances:
T3PFLOP/Speure 584 PFLOP/Sqp00c
1.16 EFLOP/Sqp 67c 18.7EOP/Sg1c
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JUWELS Booster Overview

Network Configuration: DragonFly+ Network
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In-Cell (48 nodes): Full fat-tree in 2 levels
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Inter-Cell (20 cells): 10 links between each pair

of cells
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JUWELS

Cluster Booster Integration
Fully integrated system: JUWELS with
Cluster and Booster modules
= File system: GPFS
Network: InfiniBand

Workload management: Slurm

Resource management: ParaStation /
ParaStation Slurm

Picture legend:

B Cluster CPU node M Booster node

B Cluster GPU node B Booster switch
B Cluster switch B Booster gateway
M Cluster gateway W JUST

| | [ ]

Service node

Top-level switch
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JUWELS Software Stack

= Software
= Software management: EasyBuild, LMod
= Compilers: GCC, Intel, NVHPC
= GPU-aware MPIs (ParaStationMPI, OpenMPI; via UCX)
— https://apps.fz-juelich.de/jsc/1lview/juwels_modules_booster/

= Operation

= Operation System: CentOS 8
= Provisioning: Ansible
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https://apps.fz-juelich.de/jsc/llview/juwels_modules_booster/

JUWELS Timeline



JUWELS Milestones

2018 JUWELS Cluster production start
2018 Jun JUWELS Cluster Top500: #23
2019 JUWELS Booster kick-off
2020 Apr JUWELS Booster installation start
2020 May JUWELS Booster Early Access Program first job
2020 Nov JUWELS Booster: production start, first compute-time period; Top500 #7
2021 May JUWELS Booster second compute-time period
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Early Access Program

= Key program for early science and early feedback

Started in early 2020
Invited 14 applications from various scientific domains
= Aimed for applications that could use JUWELS Booster at scale
= Some teams already use JUWELS Cluster, others new
Offer: Use JUWELS Booster before general access; Request: Help improve system,
compute-time allocation
Endeavor of many parts in JSC and beyond
= NVIDIA Application Lab: Steering, GPU optimization, application support, system support
= Application support, Simulation Labs
= Performance Optimisation and Productivity team

= System operations team
= Vendors: NVIDIA, ParTec, Atos

@) JULICH
Member of the Helmholtz Association 25 June 2021 Slide 12168 J Forschungszentrum

JULICH
SUPERCOMPUTING
CENTRE




Timeline to Booster

= Preparation Timeline
Additionally: events

Hardening
Multi-Node Booster
Porting Optimization = Booster Login Multi- Node
Invitation ‘ GPU Optilmization ‘ Archltecture ‘ BoosterGPUs
| Prep
. p Days
GPU Seminar GPU Hackathon Promotlon /

EA Colloquium
@) JULICH
Member of the Helmholtz Association 25 June 2021 Slide 13168 J Forschungszentrum

JULICH
SUPERCOMPUTING
CENTRE




Applications |

Climate/Meteo/Hydro (ESM)

DeepACF - High-resolution Weather Forecast Based
on Deep Learning </> Lib:DL

JSC: Bing Gong, Michael Langguth,
Amirpasha Mozaffari, Martin Schultz,
Scarlet Stadtler

Next-Generation Physical Weather and
Climate Models </> OpenACC

MPI Met: Luis Kornblueh; NVIDIA:
Dmitry Alexeev

Massive Parallel Trajectory Calculations
of Volcanic Emissions </> OpenACC

JSC: Sabine GrieRbach, Lars Hoffmann

Surface, Soil, Ground Water Flow </>
CUDAC

IBG-3: Jaro Hokkanen, Stefan Kollet

ICON

MPTRAC

ParFlow

Member of the Helmholtz Association 25 June 2021

Biological Matter

Amber

SOMA

Slide 14168

Drug Binding over Biologically Relevant
Timescales (MD) </> Lib

JSC/HHU: Holger Gohlke, Christopher
Pfleger, Michele Bonus

Kinetics of Nanomaterial Formation (Soft
Matter) </> OpenACC

U Gottingen: Ludwig Schneider, Niklas
Blagojevic



Applications Il

PIConGPU Plasma Simulations for Next Generation
Particle Accelerators (Plasma) </> CUDA C++
HZDR: Alexander Debus, Anton Lebedev,

Rene Widera, Michael Bussmann

JUQCS-G  Simulating Universal Quantum Computer
(Quantum) </> CUDA Fortarn
JSC: Hans De Raedt, Kristel Michielsen,

Dennis Willsch

Understanding Learning Processes in
Brain (Neuro) </> Lib:DL

U Graz: Franz Scherr, Wolfgang Maass; U
Sussex: James Knight; INM-6: Sacha van
Albada

NBODY6++GPU Dense Star Clusters and
Gravitational Waves (Astro) </> CUDA Fortran
U Heidelberg: Rainer Spurzem

E-train
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Lattice QCD

Bonn

Wuppertal

Bielefeld

Regensburg

Slide 15168

Flavour Singlet Structure of Hadrons
</>Lib:QUDA

U Bonn: Simone Bacchio, Bartosz
Kostrzewa, Carsten Urbach

SignQCD - Studying the Hottest
Man-made Liquid </> Lib:QUDA

U Wuppertal: Szabolcs Borsanyi,
Kalman Szabo

HotQCD - Studying Extreme States of
Matter </> CUDA C++

U Bielefeld: Christian Schmit, Dennis
Bollweg, Frithjof Karsch

Baryons with Charm </> Lib:Grid

Peter Boyle, Christoph Lehner,
Gunnar Bali, Sara Collins
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Bielefeld

Regensburg
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Flavour Singlet Structure of Hadrons
</>Lib:QUDA
U Bonn: Simone Bacchio, Bartosz
Kostrzewa, Carsten Urbach
SignQCD - Studying the Hottest
-made Liquid </> Lib:QUDA
Wuppertal: Szabolcs Borsanyi,
Kalman Szabo
HotQCD - Studying Extreme States of
Matter </> CUDA C++
U Bielefeld: Christian Schmit, Dennis
Bollweg, Frithjof Karsch
Baryons with Charm </> Lib:Grid
Peter Boyle, Christoph Lehner,
Gunnar Bali, Sara Collins


https://www.fz-juelich.de/portal/EN/Research/ITBrain/Supercomputer/early_access_app/_node.html

Early Experiences
System-Related



Feedback during EA Program

= Performance fluctuations (GPU, = Software versions
node, network) = AMD CPUs / NUMA

= OpenMPI segmentation domains
violations = PCle switch

= NCCL hangs = GPU device affinity

= NVHPC Fortran compiler bugs = Network design

= UCX configuration (caches) (DragonFly+)

= PCle switch bi-directional
bandwidth

m PCle device crashes
= |/O subsystem maturity
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AMD EPYC Rome Fﬂ

Some Processor Basics 0
= JUWELS Booster: AMD EPYC Rome 7402 (24 core N
(SMT-2) x 2 sockets)
= EPYC processor: Built as Multi-Chip Module
— Many building blocks, hierarchies

Core-Complex (CCX), shared L3 (max 4 cores)
Core Complex Die (CCD)
1 quadrant (max 2 CCDs per quadrant)

1 socket; NPS-4: 4 NUMA domains per socket

1 node (only 1 shown)

[[e]bIi= Connections between quadrants and outside
8 memory channels, 2 per quadrant

= Complex topology!
‘ ' JULICH JOLICH
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EYPC Core-to-Core

Linktest

= Test core-to-core connections with
JSC’s Linktest

= Linktest: MPI Ping Pong usually for
large machines

= Here: Within a node
= EPYC structure clearly visible

= Thread placement very important,
especially for L3-using application
We saw 30 % performance
increase by proper placement

= Configuration: GCC,
ParaStationMPI, serial

Member of the Helmholtz Association 25 June 2021
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Graphic provided by M. Holicki


https://www.fz-juelich.de/ias/jsc/EN/Expertise/Support/Software/LinkTest/_node.html

Memory
STREAM

= EPYC Rome: 8 memory channels, 2
per quadrant

= Thread placement important for
memory performance

= STREAM benchmark! allin
Appendix

= Thread placement very important,

also for memory-intensive
application

STREAM config: AOCC 3.0.0, -03 -mcmodel=large
-ffp-contract=fast -fnt-store, arraysize:
2500000000, best of 200

Member of the Helmholtz Association 25 June 2021

Stride

STREAM Triad on EPYC 7402 (JUWELS Booster)

287,265

~ 150,798 301,555 291,054

© 232,539 222,973

< 233,810 223,072

12 24 48
Threads

Stride: OMP_PLACES={0}:24
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PCle Affinity

PCle via l/O die — also hierarchy

GPUs connected via PCle (through PCle switch)

PCle 4.0 lanes: 2 x 16, each 16 connected to 1 quadrant
True GPU affinity only by half of chiplets

InfiniBand HCA adapters also via PCle switch

= Same affinity considerations
= 1:1 relation between HCA and GPU

er of the Helmholtz Association 25 June 2021 Slide 21168
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NUMA Numbering

NUMA domains (= quadrants) are numbered
Not all domains have GPU/HCA affinity
Guess numbers of domains with affinity!
Right! 1,3,5,7

Complete affinity table
Rank NUMADomain GPUID HCAID

0 3 0 0

1 1 1 1
2 7 2 2
3 5 3 3

Member of the Helmholtz Association 25 June 2021

But GPU 0 is not attached to NUMA domain 0...
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Affinity

Changes to environment/Slurm to match node topology
Recipe: GPU first, CPU second

Example Slurm task distribution for 5 tasks, each 1 core:
Task 1 First core of NUMA domain 3
Task 2 First core of NUMA domain 1
Task 3 First core of NUMA domain 7
Task 4 First core of NUMA domain 5
Task 5 First core of NUMA domain 2

Fillup NUMA domain with --cpus-per-task N

Realized by CPU affinity masks, environment variables (GPU, HCA)
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Affinity

CPU Affinity Mask |

= PSSlurm sets CPU affinity masks with GPU first

= CPU mask example for 5 tasks, each 1 core:
$ srun --cpu-bind=verbose -n 5 bash -c

cpu_bind=THREADS
cpu_bind=THREADS
cpu_bind=THREADS
cpu_bind=THREADS
cpu_bind=THREADS

jwb00O1, task
jwb0001, task
jwb000O1, task
jwb00O1, task
jwb000O1, task

0
1
2
3
4

0
1
2
3
4

"" & sort

[18049]: mask 0x40000 set

0x40 set
0x40000000000 set
0x40000000 set
0x1000 set

[18050]: mask
[18055]: mask
[18059]: mask
[18061]: mask

= Visualize masks in binary representation

000000 000000
000000 100000
000000 000000
000000 000000
000000 000000

Member of the Helmholtz Association

000000 100000 000000
000000 000000 000000
000000 000000 00000
000000 000000 000000
100000 000000 000000

25 June 2021

000000 000000
000000 000000
000000 000000
100000 000000
000000 000000

Slide 24168

000000
000000
100000
000000
000000

# 0x40000, GPU 0

# 0x40, GPU 1

# 0x40000000000, GPU 2
# 0x40000000, GPU 3

# 0x1000, no GPU
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Affinity

CPU Affinity Mask Il

= PSSlurm sets CPU affinity masks with GPU first

= CPU mask example for 2 tasks, each 2 cores:

$ srun --cpu-bind=verbose -n 2 --cpus-per-task 2 bash -c¢ "" |§& sort
cpu_bind=THREADS - jwb0001, task © 0 [18402]: mask 0xc0000 set
cpu_bind=THREADS - jwb0001, task 1 1 [18403]: mask 0xcO set

000000 000000 COEOEOEO 110000 OOOOOO OCOOEEO OO 00000 # OxcOOOO, GPU O
000000 110000 000000 O0OOOOO 00OOOO OOOEOO O0OOOOO 0000 # OxcO, GPU 1

JULICH
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Affinity

GPU Affinity

m PSSlurm sets $CUDA_VISIBLE_DEVICES to associated GPU

= GPU affinity for 2 tasks:

$ srun -n 2 --cpu-bind=verbose env | grep 'PMI_RANK\|CUDA_VIS'
cpu_bind=THREADS - jwb0001, task © 0 [18307]: mask 0x40000 set
cpu_bind=THREADS - jwb0001, task 1 1 [18309]: mask 0x40 set
PMI_RANK=0

CUDA_VISIBLE_DEVICES=0

PMI_RANK=1

CUDA_VISIBLE_DEVICES=1

= Special case: GPU affinity for exactly 1 task:

$ srun -n 1 env | grep 'PMI_RANK\|CUDA_VIS'
PMI_RANK=0
CUDA_VISIBLE_DEVICES=0,1,2,3

JULICH
SUPERCOMPUTING
CENTRE

g JULICH

Forschungszentrum

Member of the Helmholtz Association 25 June 2021 Slide 26168




Handling Affinity Handling

Node affinity now more important
than ever!

JSC provides tools and
documentation as first-level support!

Mask generator
CLI mask tool &
Extensive system documentation &'

Member of the Helmholtz Association 25 June 2021

Pinning-Process-Simulation
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——— Task1:
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apps.fz-juelich.de/jsc/1lview/pinning/
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https://gitlab.version.fz-juelich.de/herten1/juwels-booster-pinning/-/blob/master/mask-tools.py
https://apps.fz-juelich.de/jsc/hps/juwels/booster-overview.html
https://apps.fz-juelich.de/jsc/llview/pinning/

DragonFly+ Topology

Overview

3744 end points; adaptive routing
HDR200: 200 Gbit/s per link per direction

Dragonfly+ Topology selected as good way to balance factors (space, investment,
performance)

Two-level topology: local (in-cell), non-local (inter-cell)

Still learning practical implications of topology

JULICH
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DragonFly+ Topology

In-Cell Topology

= In-cell: full fat-tree in 2 levels
= 48 nodes, each 4 links (strided to 4 L1 switches)
= 10 L1 switches, 48 port (each L1 switch: 2 links to L2, strided to 10 L2 switches)
= 10 L2 switches, 48 port (each L2 switch: 1 link to L2 switch of all other cells, 1 link to cluster)

AARARAARRRARERRAAAEA ARRRARARARAERRRLAE

I I
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Interactive Job Reporting llxiew

LLview

= |Lview: JSC’s online tool
for scheduler statistics

= Already around for some
time, now extended with
GPU-related info

= System overview (nodes,
GPUs; timeline)

= Job focus (many metrics)

— 1lview.fz-juelich.de

m JSC: Access via JuDoor

JULICH
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https://llview.fz-juelich.de/
https://judoor.fz-juelich.de/

Interactive Job Reporting view

LLview

owner project _queue ar est runtime #nds Load/Nd Mem/Nd IC MiB/Nd IC PckjNd GPUuseAvg GPUuseMax GPUmemAvg GPUmemMax GPUMmef

= LLview: JSC’s online tool
. L. [rer Jpver Jjer JJver | ﬁ, W m mm [ror Jwer Jpver Jfwor  Jvor  Jpowor  Jover J[swer
for scheduler statistics
= Already around for some

i
3681875 usor0261 1000 booster  2021-05-03 1251 2021-05-031321 24 225 0w ooo I 000 000
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1
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GPUs; timeline) ‘ G = © o

20

= Job focus (many metrics)

GPU Usage (%)
GPU Memory (GiB)
GPU Pwr Usage (W]

——————

— 1lview.fz-juelich.de

Job: 3681779

= JSC: Access via JuDoor

g JULICH | 5 upome

Member of the Helmholtz Association 25 June 2021 Slide 31168 Forschungszentrum CENTRE



https://llview.fz-juelich.de/
https://judoor.fz-juelich.de/

PDF Job Reports

From LLview

= New: Detailed PDF job reports
= Automatically generated

= Many metrics, graphs

= v2.0 live since yesterday

= Via LLview job view




Jobid: 3693699 User: username

Project: project

Job Name: job name

Job Runtime: 3h35m - 14.95% of Wall: 1d00h00m
Job Start Time: 2021-05-05 10:49:49
Job Last Timestamp: 2021-05-05 14:25:07
Current Time: 2021-05-05 14:25:07
Job Endtime (Est.): 2021-05-06 10:50:04

(Running)

Queue: booster
Job Size, #Nodes: 32 #Data Points: 216
Job Size, #GPUs: 128 #Data Points: 190

Job Performance Metrics

min. avg. max.
Load (CPU-Nodes): 4.02 4.03 4.67
Memory (CPU-Nodes): 26607.40 27909.49 32118.40 miB
Interconnect Traffic (in): 5.61 471.64 22576.22 MiB/s
Interconnect Traffic (out): 1.13 462.61 23837.40 MiB/s
Interconnect Packets (in): 600 31401 1445832 pci/s
Interconnect Packets (out): 427 31392 1525607 pck/s

Job /O Statistics Total Data Write

Total Data Read

max. Data Rate/Node Write

$HOME: 0.00 MiB 0.00 MiB 0.00 MiB/s
$PROJECT: 0.00 miB 0.00 miB 0.00 MiB/s
$SCRATCH: 384834.76 MiB 2135.17 MiB 35.09 MiB/s
$FASTDATA: 0.00 miB 0.00 miB 0.00 MiB/s

max. Data Rate/Node Read max. Open-Close Rate/Node

11.53 MiB/s
0.00 MiB/s
0.21 MiB/s
0.00 MiB/s

11.72 op./s
1.07 op./s
2.93 op./s
1.07 op./s

Job GPU Statistics
avg. GPU Usage: 82.82 %
max. Clk Stream/Mem: 1410/1215 MHz

avg. Mem. Usage Rate: 69.69 %
max. Mem. Usage: 16062.50 MiB

avg. GPU Temp.: 59.24
max. GPU Temp.: 70.00

°C
°C

avg. GPU Power: 253.08 W
max. GPU Power: 356.07 W

Member of the Helmholtz Association
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Average
CPU Usage

8.4%

avg. CPU Load / Node

40

Job-Usage Overview

Average
GPU Usage

—e—Average CPU Load
—e— Average GPU Utilization

% GPU

- 40
- 20
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GPU: Utilization

100 =

max ]

min

max: 98.0 %
avg: 82.8 %

min: 0.0 %

%

jwb0748_00
jwb0746_00

Node
H
3
g
]
N
S
o
8

wb0734_00
jwb0732_00

wb0726_00

05/05/21 05/05/21 05/05/21 05/05/21 05/05/21
11:00:00 11:30:00 12:00:00 12:30:00 13:00:00
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File System $SCRATCH: Read

MiB/s
o
o
3

max: 0.0 MiB/s

avg: 0.0 MiB/s

min: 0.0 MiB/s

MiB/s

Node

05/05/21
11:00:00
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Nodelist
1 jwb0726 2 jwb0727 3 jwb0728 4 jwb0729 5 jwb0730 6 jwb0731

1 GPUO: 74.1% 14.5GiB 1332MHz || 5 : 74.5% 14.5GiB 1332MHz || @ GPUO: 74.8% 14.5GiB 1336MHz || 13 GPUO: 76.9% 14.5GiB 1347MHz || 17 '6.1% 14.5GiB 1342MHz || 21 GPUO0: 77.5% 14.5GiB 1342MHz
2 GPU1:77.1% 14.5GiB 1341MHz || 6 '6.8% 14.5GiB 1344MHz || 10 GPU1: 78.3% 14.5GiB 1346MHz || 14 GPU1: 77.3% 14.5GiB 1346MHz || 18 '8.2% 14.5GiB 1346MHz || 22 GPU1: 78.2% 14.5GiB 1346MHz
3 GPU2:74.5% 14.5GiB 1334MHz || 7 2: 75.2% 14.5GiB 1339MHz || 11  GPU2: 75.0% 14.5GiB 1336MHz || 15 GPU2: 77.6% 14.5GiB 1346MHz || 19 : 78.7% 14.5GiB 1347MHz || 23 GPU2: 78.8% 14.5GiB 1347MHz
4 GPU3: 76.5% 14.5GiB 1339MHz || 8 GPU3: 77.1% 14.5GiB 1345MHz || 12 GPU3: 77.4% 14.5GiB 1344MHz || 16 GPU3: 77.8% 14.5GIB 1346MHz || 20 U3: 77.0% 14.5GiB 1342MHz || 24 GPU3: 79.1% 14.5GiB 1349MHz
Interconnect group: 11 Interconnect group: 11 Interconnect group: 11 Interconnect group: 11 Interconnect group: 11 Interconnect group:
7 jwb0732 8 jwb0733 9 jwb0734 10 jwb0735 11 jwb0736 12 jwb0737

: 78.7% 14.5GiB 1350MHz || 33 GPUO: 78.4% 14.5GiB 1346MHz || 37 GPUO0: 79.7% 14.5GiB 1351MHz |[ 41 GPUK
26 GPU1:75.8% 14.5GiB 1342MHz || 30 GPU1 B 1344MHz || 34 GPU1:79.3% 14.5GiB 1347MHz || 38 GPU1: 79.3% 14.5GIiB 1347MHz || 42 GPU’
27 GPU2:79.1% 14.5GiB 1349MHz || 31 GPU2: 79.4% 14.5GiB 1351MHz || 35 GPU2: 80.8% 14.5GiB 1352MHz || 39 GPU2: 81.8% 14.5 1356MHz || 43 GPU2: 80.8% 14.5GiB 1352MHz || 47 GPU2: 81.3% 14.5GiB 1354MHz
28 GPU3: 78.9% 14.5GiB 1349MHz || 32 GPU3: 79.8% 14.5GIB 1349MHz || 36 GPU3: 80.4% 14.5GiB 1352MHz || 40 GPU3: 80.4% 14.5GiB 1351MHz || 44 GPU3: 79.2% 14.5GiB 1349MHz || 486 GPU3: 81.3% 14.5GiB 1354MHz

Interconnect group: 11 Interconnect group: 11 Interconnect group: 11 Interconnect group: 11 Interconnect group: 11

13 jwb0738 14 jwb0739 15 jwb0740 16 jwb0741 17 jwb0742 18 jwb0743

49 GPUD: 81.2% 14.5GiB 1356MHz || 53 GPUO: 81.6% 14.5GiB 1359MHz || 57 GPUO: 81.6% 14.6GiB 1356MHz GPUO: 82.1% 14.6GiB 1359MHz || 65 : 84.3% 14.6GiB 1364MHz || 69 GPUO: 82.1% 14.6GiB 1359MHz
50 GPU1:79.2% 14.5GiB 1354MHz || 54 GPU1: 80.3% 14.5GiB 1359MHz || 58 GPUI: 81.1% 14.6GiB 1357MHz || 62 GPU1: 83.0% 14.6GiB 1359MHz || 66 3.7% 14.6GiB 1362MHz || 70 GPU1: 83.6% 14.6GiB 1362MHz
51 GPU2: 80.9% 14.5GiB 1361MHz || 55 GPU2: 81.3% 14.5GiB 1361MHz || 59 GPU2: 81.8% 14.6GiB 1357MHz || 63 GPU2: 82.3% 14.6GiB 1362MHz || 67 3.9% 14.6GiB 1362MHz || 71 GPU2: 81.4% 14.6GiB 1362MHz
52 GPU3: 82.2% 14.5GiB 1361MHz || 56 GPU3: 82.4% 14.5GiB 1362MHz || 60 GPU3: 82.4% 14.6GiB 1361MHz || 64 GPU3: 83.6% 14.6GiB 1364MHz | 68 4.4% 14.6GiB 1364MHz || 72 GPU3: 84.4% 14.6GIB 1369MHz

0.9% 14.5GiB 1354MHz || 45 GPUO: 80.8% 14.5GiB 1354MHz
9.3% 14.5GiB 1347MHz || 46 GPU1: 79.3% 14.5GiB 1347MHz

25 GPUO: 78.6% 14.5GiB 1349MHz || 29 GPUO:

19 jwb0744 20 jwb0745 21 jwb0746 22 jwb0747 23 jwb0748 24 jwb0757

73 GPUO: 83.9% 14.6GiB 1362MHz || 77 GPUO: 84.3% 14.6GiB 1366MHz |[ 81 GPUO: 84.3% 14.6GIB 1367MHz || 85 GPUO: 86.4% 14.6 89 GPUO: 87.5% 14.6GiB 1374MHz || 93 GPUO: 87.4% 14.6GiB 1374MHz
74 GPU1: 83.9% 14.6GiB 1364MHz || 78 GPUA: 84.9% 14.6GiB 1366MHz || 82 GPU1: 84.3% 14.6GIB 1366MHz || 86 GPU1: 86.0% 14.6GiB 1369MHz || 90 GPU1: 85.3% 14.6GiB 1369MHz |[ 94 GPU1: 85.7% 14.6GiB 1371MHz
75 GPU2: 83.4% 14.6GiB 1362MHz || 79 GPU2: 83.6% 14.6GiB 1367MHz || 83 GPU2: 85.8% 14.6GiB 1372MHz (| 87 GPU2: 85.5% 14.6GiB 1367MHz || 91 6.8% 14.6GiB 1371MHz || 95 GPU2: 87.2% 14.6GiB 1376MHz
76 GPU3: 84.1% 14.6GiB 1366MHz || 80 GPU3: 84.6% 14.6GiB 1367MHz | 84 GPU3: 81.6% 14.6GiB 1361MHz || 83 GPU3: 84.2% 14.6GiB 1366MHz || 92 4.4% 14.6GiB 1369MHz || 96 GPU3: 84.0% 14.6GiB 1372MHz

25 jwb0758 26 jwb0759 27 jwb0760 28 jwb0761 29 jwb0762 30 jwb0763
97 GPUO: 87.8% 14.6GiB 1376MHz [| 101 GPUO: 89.6% 14.6GiB 1380MHz || 105 GPUO: 89.4% 14.6GiB 1382MHz [[109 GPUO: 89.5% 14.6GIB 1385MHz 8.8% 14.6GiB 1382MHz || 117 GPUO: 88.6% 14.6GiB 1382MHz
98 GPU1: 86.0% 14.6GiB 1372MHz [ 102 GPU1: 85.6% 14.6GIB 1372MHz |[106 GPU1: 85.9% 14.6GiB 1374MHz (| 110 GPU1: 86.6% 14.6GiB 1374MHz 6.9% 14.6GiB 1376MHz || 118 GPU1: 89.5% 14.6GiB 1380MHz
99 GPU2: 88.7% 14.6GiB 1383MHz | 103 GPU2: 89.3% 14.6GiB 1384MHz |[107 GPU2: 88.7% 14.6GiB 1382MHz [| 111 GPU2: 90.1% 14.6GiB 1385MHz GPUZ2: 87.6% 14.6GiB 1380MHz || 119 GPU2: 88.3% 14.6GiB 1382MHz
100 GPU3: 83.8% 14.6GiB 1375MHz || 104 GPU3: 86.6% 14.6GiB 1376MHz || 108 GPU3: 87.7% 14.6GiB 1376MHz || 112 GPU3: 86.8% 14.6GiB 1376MHz |[116 GPU3: 90.0% 14.6GIB 1382MHz (| 120 GPU3: 90.6% 14.6GiB 1387MHz

31 jwb0764 32 jwb0765
121 GPUO: 89.4% 14.6GiB 1384MHz || 125 GPUO: 87.4% 14.6GiB 1380MHz

22 GPU1: 89.8% 14.6GiB 1382MHz || 126 GPU1: 90.2% 14.6GiB 1385MHz
GPU2: 89.3% 14.6GiB 1383MHz || 127 GPU2: 89.6% 14.6GiB 1385MHz
24 GPU3: 92.1% 14.6GiB 1389MHz || 128 GPU3: 90.8% 15.6GiB 1387MHz
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Early Experiences



Early Experiences: Application-Related

Overview

Early Experiences

System-Related
Aside: AMD EPYC Core Design
Some first results by users Intra-Node Affinities
Inter-Node Affinity
Job Reportings

Most results preliminary Application-Related
. . SOMA
Results partly on machine under construction JUQMES
ParFlow
Juqcs
LQCD: Bonn
Others

@) JULICH
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Early Experiences
Application-Related: Soft Matter: SOMA



Soft Matter: SOMA

= SOMA: Soft, coarse-grained Monte-Carlo Acceleration
L. Schneider and M. Miiller, Comput. Phys. Commun. 235C 463-476 (2019) and GPU Seminar Talk

= Kinetics of nanomaterial formation; multi-component
polymer systems (battery materials, membranes, ...)

= Unique: Resolve details of polymer, but study lengths
relevant to engineering

‘e Team: L. Schneider, N. Blagojevic, L. Pigard, M. Miiller, et al @ GEORG-AUGUST-UNIVERSITAT

GOTTINGEN

— gitlab.com/InnocentBug/SOMA/

= C,0penACC, MPI @SOMA

L Frequent JUWELS user yes, soft matters

JULICH
SUPERCOMPUTING
CENTRE

UJ JULICH

Forschungszentrum
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https://doi.org/10.1016/j.cpc.2018.08.011
https://fz-juelich.de/SharedDocs/Downloads/IAS/JSC/EN/slides/msa-seminar/2020-02-11-SOMA.html?nn=1000668
https://gitlab.com/InnocentBug/SOMA/

Soft Matter: SOMA

Comparison of GPU Generations

SOMA Single-GPU Generation Comparison

= Long experience with

1094.4

. 1000
various GPU
architectures
800
— Update to new
generations early! 0
& 600 )
= Some algorithmic z 8
changes between 400
generations; also
feature additions 200 =
G 3 &
. N
» PTPS: Particle - —
. 0
Timesteps Per Second K80 1080Ti P100 V100 A100
Device Type

Member of the Helmholtz Association 25 June 2021 slide 37168 Data provided by SOMA / L. Schneider




Soft Matter: SOMA

Kernel Comparison: Memory Chart

ex th bet
of the memory units. Detailed tables with data for each memory unit.

[ ] M a ny ra ndom accesses Memory Throughput [Gbyte/second] 488.76  (-1.21%) |Mem Busy [%] 45.27  (+99.83%)

L1/TEX Hit Rate [%] 82.64 (+15.49%) [Max Bandwidth [%] 55.82  (+1.26%)
L2 Hit Rate [%] 83.81 (+27.54%) Mem Pipes Busy [ 10.80 (+127.96%)

— Beneﬁt from la rger Ll’ L2 Compression Success Rate [%] Memﬂnr;lcf‘::ression Ratio ]
L2 caches

(-000%)
— More FP64 throughput o 3 oo
(+000%) : . (z’c&i'
= Knock-on effect: less T R
memory traffic o e =

(+0.00%)

= Kernel runtime: ]

(+0.00%)

AR08 25.8 ms ey

000 Inst

Al 21.5ms e
18.9ms ey he

Shared DG
000 Req
(+0.00%)

0008
(+0.00%)

Shared
Memory

Member of the Helmholtz Association 25 June 2021 slide 38168 Nsight Compute profile provided by SOMA




Soft Matter: SOMA

New Method for Scaling

—— l|deal
= Scale of Booster: New SOMA (plain)
algorithms, 10> —»— SOMA (string, Ns = 50)

implementations with
more scalability!

BPTPS

= New project for
Booster: String Method 10

= String-coupled SOMA
ensemble simulation
= Master thesis of S
N. Blagojevic 10° 10" 102
# GPUs

Member of the Helmholtz Association 25 June 2021 Slide 39168 Data provided by SOMA / N. Blagojevic




Early Experiences
Application-Related: JUQMES



Quantum Computing: JUQMES

= JUQMES: Jilich Quantum Master Equation Simulator

D. Willsch, et al.
= Simulation of physical realizations of quantum computers
= Compute-intensive

Team: Research group Quantum Information Processing

= C++, OpenACC, CUDAC

= Frequent JUWELS user ‘JUNI@

JULICH SUPERCOMPUTING CENTRE

JULICH
SUPERCOMPUTING
CENTRE
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https://gitlab-public.fz-juelich.de/qip/juqmes

JUQMES

Nsight Systems

= Timeline View v Qix

= Start of analysis with av| s <oiom:_ (YR 2250 o255 +as0ms <265

Nsight Systems SMnstructions x
. DRAM Bandwidth X .
= |nstrumented with —— — —
NVTX ra n ges (ma 1 n R » 38.8% expYkappatr 797 1 xkaas' : ""Sﬁi; Read Throughput: 25.9% -
. . » 11.6% gemv_strided_adj_ker CRAMIWiie|THioughpuEli=1!
runSimulation,...) b 9.0% expYkappa 775.gpu w
. » 8.6% gemv_kernel (gemy_ker.)
" FOCUS. Kernel » 8.4% gemv_adj_kernel (gemvag)
eprkappatr 4 kernel groups hidde — + - _
» 0.0% Memory
= Low Streaming w ’
. ¥ Threads (7)
Multiprocessor (SM) v D08 s -
utilization o 00 SIsIE
Openacc ot oo wait: | wait:jugm..| Wait :ju..| wait:juamescops1s | .| | | || wait:jugmescop7a7
= Low memory ‘
e . runSimulation [4,017 s]
utilization X

— Whatis limiter?

Member of the Helmholtz Association 25 June 2021 Slide 42168




JUQMES

Nsight Compute

= Focus analysis with Nsight Compute = Low SM utilization
= Important metric: GPU Utilization as = Low memory utilization
Speed-of-Light — Latency bound? (stalls? parallelism)

Page: Details  ~ | Launch: |- _Z19expYkappatr_797_gpuP7double2ifkd ~ | |7 |~| | Add Baseline |~/ | Apply Rules Copy as Image ||
B current 12406 -_219expYkappalr_757_gpuP7double2iPkd (65535, 1, 1)x(125, 1, 1) Time: 3,76 msecond Cycles: 4.126.433 Regs: 44 GPU: AL00-SXM4-40GB SM Frequency: 1,10 cycle/nsecond CC: 8.0 Process: [23692] jugmes ® o0 e
© The report contains imported source files.
~ GPU Speed Of Light . Al o

High-level overview of the utilization for compute and memory resources of the GPU. For each unit, the Speed OF Light (SOL) reports the achieved percentage of utiization with respect to the thearetical maximum. Highlevel overview of the utiization for compute and memory resources of the GPU presented s a roofiine

soL sm [%] 4,83 | puration [mzecond] 3,76

SoL Memory [%] 41,21 | Elapsed Cycles [cycle] 4.126.433

SOL L1/TEX Cache [%] 18,30 | s Active Cycles [cycle] 4.122.615,39

S0L L2 Cache [%] 46,83 | s Frequency [cycle/nsecond] 110

soL bRt [%] 39,85 | oRat Frequency [cycle/nsecond] 1,22
GPU Uil

00 100 200 300 40,0 500 60,0 700 80,0 20,0 100,0
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JUQMES

Nsight Compute

= 60 % below roofline!
— Latency bound!

= Further tip available

= Roofline Model: Performance (FLOP/s)
vs. Arithmetic Intensity (FLOP/B)

Floating Point Operations Roofline

(1= te+12)

Performance [LOP/s]

0,01

.
0,001

0,001 0,01 01 1

Arithmetic Intensity [FLOP/byte]

Recommendations

& Bottleneck  [Warning] This kernel exhbtslow compute throughput and memory bandvicth utizaton reltie tothe peak performance of this device. Achieved comput throughput and/or memory bandwidth belows 60.0% f peak typically ndicate latency ssues. Look at Schedulr Statistics and Viarp state
Statistics for potential reasons.

Bottleneck: This kernel exhibits low compute throughput and memory bandwidth utilization relative to the peak performance of
this device. Achieved compute throughput and/or memory bandwidth below 60 % of peak typically indicate latency issues. Look
at Scheduler Statistics and Warp State Statistics for potential reasons.

Member of the Helmholtz Association 25 June 2021 Slide 44168




JUQMES

Nsight Compute

= See statistics for scheduler and warp
state

= Many non-eligible warps, many cycles
per instructions

= Many LG Throttles and Long Scoreboard
Stalls
— See source view!

» scheduler Statistics [}
‘Summary of the actty of the schedulers issuing instructions. Each scheduler maintains 3 pool of wearps that t can issue instructions for. The upper bound of warps i the pool (Theoretical Warps) is limited by the launch configuration. On every cycle each scheduler checks the state of the allocated warps in the pool (Active
Warps). Active warps that are not stlled (Eligible Warps) are ready to issue their next instructon. From the set of eligible warps the scheduler selects a single wiarp from which to issue one or more instructions (1ssued Warp). On cycles with no eligible warps, the issue siot is skipped and no instruction is issued. Having
many skipped issue sits indicates poor latency hiding.

Active Warps Per Scheduler [warp] 40 |No Eligible (%) 95,14
Eligible Warps Per Scheduler [warp] 0,06 |one or More Eligible [%] 4,88
Issued tiarp Per Scheduler 0,05

» Warp state statistics 1. o

Analysis of the states in which all warps spent cycles during the kernel execution. The warp states describe a warp's readiness or inabilty to issue its next instruction. The warp cycles per instruction define the latency between two consacutive instructions. The higher the value, the more warp parallelism is required to hide
this latency. For each warp state, the chart shows the average number of cycles spent in that state per Issued instruction. Stalls are not ahways impacting the overall performance nor are they completely avoidable. Only focus on stall reasons If the schedulers fai to issue every cycle. When executing a kernel with mixed
library 2nd user code, these metrics show the combined values.

Warp Cycles Per Tssued Instruction [cycle] 172,91
Marp Cycles Per Executed Instruction [cycle] 172,95

AVg. Active Threads Per Warp 2
Avg. llot Predicated OFf Threads Per liarp 29,38

Member of the Helmholtz Association 25 June 2021 Slide 45168




JUQMES

Nsight Compute

= Source view: Source
vs. SASS

= With register sampling

= Pin-point stallsin
source

= Non-optimal data

access

Loop re-order!

Member of the Helmholtz Association

25 June 2021

&) transmon_step2-s22_bss4_003.ncu-rep X

page: | Source

B current

~ | Launch: - _Z19expYkappatr_797_gpuP7double2iPkd ¥

V|| | Add Baseline |~| | Apply Rules

12406 - _Z19expYkappatr_797_gpuP7double2iPKd (65535, 1, 1)x(128, 1, 1) Time: 3,76 msecond Cycles: 4.126.433 Regs: 44 GPU: A100-SXM4~

View: | Source and SASS ¥

Source:|jugmes.cop ~ | |Fin

Navigation: | Instructions Executed

# Source

int mstart,
const double” csm) {
if (dev.gammadown == 0 88 dev.gammaup == 0)

return;

for (int ®0 = mstart; n0 <= dev.

for (int ml = 0 ml <= de
for(int ko = 0; ke < dev.K; ++k0)

+401)

for(int ki = 05 K1 < dev.K; +#k1) {
auto 10 = dev. idx(ko, 10, k1, m1);
auto 11 = 10 + dev.k*dev.t + 1;
auto = s0vdev.H + ml;
double zx = csm{3%wm] * rho[10].x + csn[3%mme1] * rho[11].x;

double zy = csn[3%m) * rho[10].y + csn[3%mms+1) * rho[11).
rho[11].x = csm[3%mm+2] * rho[10].x + csa[3"mm] * rho[11].x;
rho[11].y = csn[3*mm+2] * rho[16].y + csn[3"wm] * rho[11].y;
rho[10].x = zx;

rho(10].y = zy;

Slide 46168
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JUQMES

Nsight Compute

= Improve GPU utilization
= Compare view Nsight Compute

(compare previous baseline with
optimized version)

Poge: [Detals | Launch: [3 - 12582 - _Z150viappatr_802_gpup7d: ~ | |V |~| [ Add aseline || [ pply Rules Copy as 1mage |
B current 12582 - _Z19expYkappatr_802_gpuP7double2iPKd (8388480, 1, 1)x( 128, 1, 1) Time: 540,80 usecond Cycles: 590.430 Regs: 44 GPU: A100-SXM4-40GB SM Frequency:
[ saseline 1 12406

1,09 cycle/nsecond CC: 8.0 Process: [31290] jugmes. ® 0 0
Z19exp¥kappatr_787_gpuP7double2iPKd (65535, 1, 1)x(128, 1, 1) Time: 3,76 msecond

Cycles: 4.126.433 Regs: 44 GPU: ALOD-SXM4-40G8 SM Frequency: 1,10 cycle/nsecond CC: 8.0 Process: [23682] jugmes

v GPU Speed Of Light Al =)

High-level overview of the utization for compute and memory resources of the GPU. For each unit, the Speed OF Light (SOL) reports the achieved percentage of utiization with respect to the theoretical maximum. High-level overview of the utiization for compute and memory resources of the GPU presented as a roofine
chart.
soL s [%]

33,68 (+596,58%) | buration [usecond] 540,80 (-85,61%)

S0L Memory [%] 85,50 (+107,49%) | Elapsed Cycles [cycle] 590.430 (-35,69%)

L L1/TEX Cache [%] 24,95 (+32,76%) | sh Active Cycles [cycle] 586.971,19 (-85,76%)

S0L L2 Cache [%] 64,39 (+37,51%) | sM Frequency [cycle/nsecond] 1,00 (-0,60%)

soL bR [%] 55,50 (+114,57%) | DR Frequency [cycle/nsecond] 1,21 (-0,48%)
GPU Utilization

o o [

00 10,0 200

300 40,0

50,0 90,0 1000
Speed Of Light [%]
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JUQMES

Nsight Compute
= Improve GPU utilization
= Compare view Nsight Compute = Improve Roofline
(compare previous baseline with
optimized version)

Floating Point Operations Roofline

le+12)

(1=

Performance [RLOP/s]

0,01

.
0,001
0,001 001 01 1 10 100
Arithmetic Intensity [FLOP/byte]

Recommendations

@ Bottleneck The kernel is utiizing greater than 80.0% of the available compute or memory performance of the device. To further improve performance, work will likely need to be shifted from the most utilized to another unit. Start by analyzing workloads in the Memory Workload Analysis section.
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JUQMES

Nsight Compute

= Improve GPU utilization
= Compare view Nsight Compute = Improve Roofline
(compare previous baseline with = Improve scheduler statistics
optimized version) = 35 % runtime improvement for
benchmark, 6 x for kernel

» Scheduler Statistics 1. o

‘Summary of the actiity of the schedulers issuing instructions. Each scheduler maintains  pool of warps that it can issue instructions for. The upper bound of warps in the pool (Theoretical Warps) i limited by the launch configuration. On every cycl each scheduler checks the state of the allocated warps in the pool (Active
Warps). Active warps that are not stalled (Eligible Warps) are ready to issue their next instruction. From the set of eligile warps the scheduler selects a single warp from which to Issue one or more instructions (lssued Warp). On cycles with no eligible warps, the issue sit is skipped and no instruction Is issusd. Having
many skipped Issue slots indicates poor latency hiding

Active Warps Per Scheduler [varp] 9,17 (+9,14%) | Tnstructions Per Active Tssue Slot [inst/cycle] 1
Eligible uarps Per Scheduler [warp] 0,61 (+504,32%) | o Eligible (%] 66,05 (-30,58%)
Tssued Warp Per Scheduler 0,34 (+598,51%) | one or More Eligible [%] 33,95 (+598,51%)
» Warp State Statistics & o

Analysis of the states in which all warps spent cycles during the kenel execution. The warp states describe a warp's readiness or inabilty to issue its next instruction. The wiarp cycles per instruction define the latency between two consecutive instructions. The higher the value, the mare viarp paralielism Is required to hide
this latency. For each warp state, the chart shows the average number of cycles spent n that state per issued instruction. Stalls are not ahways Impacting the overall performance nor are they completely avoidable. Only focus on stal reasons I the schedulers failto issue every cycle. When executing a kemel with mixed
library and user code, these metrics show the combined values.

Warp Cycles Per Issued Instruction [warp] 27,02 | Avg. Active Threads Per tiarp 32 (+0,00%)
uarp Cycles per Issue Active [warp] 27,02 | Avg. Not Predicated OFf Threads Per Warp 29,45 (0,19%)
Warp Cycles Per Executed Instruction [cycle] 27,02 (-84,38%)
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Early Experiences
Application-Related: Earth-System Modeling: ParFlow



Earth-System Modeling: ParFlow

= ParFlow: Numerical model for groundwater and surface
water flow
J. Hokkanen, S. Kollet, et al, EGU General Assembly 2020, 4-8 May 2020, EGU2020-12904, and GPU Seminar Talk
= Model hydrologic processes, hill-slope to continental scale;
forecasting, water cycle research, climate change; since

1990s
= Finite-difference scheme with implicit time integration ,A"“ LR o
%5 Team: J. Hokkanen, S. Kollet <At '3 e :
_—

Inf

Exfiltration S

— parflow.org
= C, C++, CUDA, MPI
= Fresh GPU portin prepartion for Booster

@) JULICH
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https://doi.org/10.5194/egusphere-egu2020-12904
https://fz-juelich.de/SharedDocs/Downloads/IAS/JSC/EN/slides/msa-seminar/2020-06-02-ParFlow-Hokkanen.html?nn=1000668
https://parflow.org/

Earth-System Modeling: ParFlow

Single-Node Performance

- Comparing CPU of 6 19_? N Smgl? nod!e Cf)mparlson 30

Booster node with e+ Gl w/ CUDA o ° —~
—¥— GPUs w/ Kokkos x/. <9
GPUs 5T —e— GPUs w/ Kokkos (no RMM) e 5.5
_ w | —m— CPUs only Ve 3
= Good Speed up, 2 4+ © Relative performance o o e 20 é
max. 29 X g w2l 8
o g S
= Memory pool (RMM) O3 — 15 £
gives extra boost £ /./ Pl g
5 9]

. Q2 1
= Larger problem sizes c e 0
& /// 2
solvable per node peld o e—o— =
. 1T7¢ P — | 5 K}
= Currently extending to wt»:,,,—/‘ 2

Kokkos 0 Y

107 108

Total number of cells
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Earth-System Modeling: ParFlow

Weak Scaling
Weak scalin
6189 9 30
o o o o —
‘ Q
5 g - 2508
° ° =)
. . o 3
= Fixed problem size per 3 Lt oE
node R . o S
v 5
= 26X speed-up Q3 15 £
. © —e— GPUs w/ CUDA S
achieved over % —e— GPUs w/ Kokkos %
0(100) nodes € 2 —=— CPUs only 10 3
§_’ O Relative performance E
1 5 ©
(V]
o
ol == = = 1o
0 50 100 150 200 250

Nodes
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Earth-System Modeling: ParFlow
POP Performance Assessment
= Performance Assessment by |. = Instrumentation with Score-P, visualization
Zhukov (JSC, POP CoE) at mid of 2020 with Vampir
= 1 node, 4 GPUs

0975 20585 0992 1002 s m0s m0s oes 1052 101 mors 21005
coworro W NI HINE NN Y — ORI — | — e
cvonoirte
cuoaioaero . | |

T eSS PSS THTT

= SO ST 0N OO 00000000 | NN | NEEA

|
i 0 0 o]

a VIO | | — N
cwonzi71z m

cuoniz112

cupa37L3, | | (LI ORI

cuoa1813

Master thresdo

1 | | i
Member of the Helmholtz Association 25 June 2021 i Graphics provided by I. Zhukov




Earth-System Modeling: ParFlow

POP Performance Assessment

= Performance Assessment by I. = Instrumentation with Score-P, visualization
Zhukov (JSC, POP CoE) at mid of 2020 with Vampir
= 1node, 4 GPUs = See MPI connections, senders (16 nodes)

S I I
RIRSI LRI




Early Experiences
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Quantum Computing: JUQCS

= JUQCS: Jilich Universal Quantum Computer Simulator
De Raedt et al., Comp. Phys. Comm. 237 47-61 (2019)

= Universal quantum computing on digital computer
= Network-, memory-intensive computations
Team: Research group Quantum Information Processing

= Fortran, CUDA Fortran

= Frequent JUWELS user ‘JUNI@

JULICH SUPERCOMPUTING CENTRE

JULICH
SUPERCOMPUTING
CENTRE

@) JULICH
Member of the Helmholtz Association 25 June 2021 Slide 54168 J

Forschungszentrum



https://doi.org/10.1016/j.cpc.2018.11.005

JuQcs

= 40 qubits:

=== Compute

= > 16 TiB memory 160 - wp
needed 140
— 512 A100s
= Fach quantum 120
operation: Update 0 100
states, 8 TB transfer E %
Weak scaling: o I
Compute constant, MPI —
as expected 40 I
= Strong scaling: Still 20 . =

investigate DragonFly+ 0
tO OlO 32 Qubits 34 Qubits 36 Qubits 38 Qubits 40 Qubits 40 Qubits 40 Qubits
p gy 2 GPUs 8GPUs 32GPUs 128 GPUs 512 GPUs 1024 GPUs 2048 GPUs
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JuQcs

More Weak Scaling

2 4 8 16 32 64 128 256 512 1024 2048
GPUs GPUs GPUs GPUs GPUs GPUs GPUs GPUs GPUs GPUs GPUs

180 1 T T T T T T T T T T
] MPI
= 160 |- m==m Compute -
g 140 e
= Weak scaling to S 120 .
2048 GPUs / 42 qubits g 100 | -
= Good behavior, but g 80 1
MPI still limiter s °r 7
g 40 | 4
=2

20 -

32 33 34 35 36 37 38 39 40 41 42
qubits  qubits qubits qubits qubits qubits qubits qubits qubits qubits qubits

Weak scaling
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JuQcs

Performance Improvments
= Timeline View - Qi

195 v 4,6ms +584,8ms +585ms +585,2ms +585,4ms +585,6ms +E

» CPU (96)

¥ CUDA HW (0000:03:00.0 - A100

= [nvestigating ~ (Al Streams] = [rerromem]
performance » 1000% Kemels sz [psizout ) (psiz.)
. . 0.0% Memory
improvements with > 100.0% Stream 7 1= (o) (o)
N i h m 2 streams hidden... -
s g t SySte s ¥ Threads (8)
= Focuson gabs between < 9107 Mt Ranico -
kernels MPI [ MPI_Sendrecy (405,241 ps] | [ MPI_Sendrecy 407,331 )

— Used by MPI NVTX OPS[5,1535]

op_9 [380,554 ms]

CUDA API “udastr.) (cudastr..) (cuda.),

Profiler overhead

7 threads hidden... - Filter and Reorder Shift+F
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JuQcs

Performance Improvments

19s v ms +24ms +24,5ms +25ms

» CPU (96)

v CUDA HW (0000:03:00.0 - A100
(o) (s (o) (psin) (est
(est) (et

v [All Streams]

= |mplement
double-buffering (. (b=l (o2 (pszo.) [
= =]

» 100.0% Kernels

= Overlap GPU kernel 0.0% Memory

and MPI call » 32.7% Stream 15 = e
6 streams hidden... - -

= =~ 30% run-time ~ Threads (8)
mprovementforpart -+ e - S —
Of iteration MPI P tecy [476,... | MPI_Sendrecy [493,093 ..] MPI_Sendrecy [473,143..] | MPI Sendrecv [
program [27421 5]
NVTX DO_OPS [4.794 5]
op_9 [310,766 ms]
CUDA API Li [ |
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JuQcs

Performance Analysis

= First analysis with
Score-P, Cube,
Scalasca, Vampir

= See overview in Cube
(2048 GPUs)

= Study late senders with
in Scalasca
(2048 GPUs)

= Analyze MPI flow with
Vampir (256 nodes)
MPI communication
pattern difference, MPI
communication matrix

Member of the Helmholtz Association

zszozsxes wsus (actb . 525 1426841 qc20. |uwels b.gpu.exe
# 175800.4257211 M

ooooooo Mmm\um In:lusrve ‘Time (sec) » 00672113 au::ER FLUSH
» 90, mmzs Maximum Inclusive Time (sec) ©0,0000000 KERNELS
@ 0 bytes_put (bytes) » 11.3694271 gpukernels_zero_psi_gf

3 0 byes-get (hyies)
5 0io_bytes_read (bytes)

15.9986973 psizbuf_gpu ps.zmp.nux

2 0 io_bytes_written (bytes)

1794002615 bytes_received (bytes)

544 5151114 ks Mcsorion
1794002815 bytes_sent (bytes) = 1111.3991862 gpukernels._fast_sx_5y_sz_| gou_

node jWboo:

juwels
o wl Rank 0

Master thread
© 5590520 CUDA(0:7]

0.0000000 CUDA(0:16]

© - MPI Ran

0.0000000 Master thread

» 22.1554824 node jwb0037.

221560893 node jwh0038.

221596744 node jWb0039 juwels.
2.1
2.
22
» 221603630 el
» 221550701 vel
» 221537307
221543037
» 221542132 nod 1 juwels
22 juwel

» 221567899 node jWh00G3,
= 2211588542 nade w0064
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JuQcs

Performance Analysis

= First analysis with
Score-P, Cube, ”’w;?m“‘m

. 7ass ey Management

Scalasca, Vampir e

= See overview in Cube N
(2048 GPUs) Sommeom ot

5 0 MPI synchronizations (occ)

OMPI pair-wise one-sided synchronizations (occ)
 2.9370982¢8 MPI communications (occ)

= Study late senders with  limierelt .,

» 15283.1746315 Delay costs (sec)

« | avn
1c20 juwels.b.gpu.exe

» 17323.1566027 MAIN_
0. Pl

5 0,0000000 modresource_get_resources_

EEY ppercase_

5 0,0000000 onegputoonempi_

> 00000000 P Akgether
dateandtme_

- 0500000 readandcheckinput_

5 0.0000000 MPI_Bcast

© 0.0000000 initswapbits

5 0.0000000 semoslsmesvalns

0,0000000 initg

= 00000000 getgpusiatestatus_

© 00000000 buidswaplist_

©0,0000000 sethoststatestatus _

4 17322.1506027 MPIpork0 ket wat states (ssopagaing vs. Lo
rect)

in Scalasca : Lo it o "

+ 145000.8164208 Periomance impact (sec)

(2 048 G P U S) » 436.2682952 Computational imbalance (sec)

= Analyze MPI flow with
Vampir (256 nodes)

5 0,0000000 woperation_
5 0,0000000 MAIN_measuregpulocalqubits

2 0,0000000 cleanupswapbits_
= 0.0000000 resetgpu..

o

MPIl communication
pattern difference, MPI
communication matrix
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JuQcs

Performance Analysis
= First analysis with IBRRANAENRZAMEAN e =

O

Score-P, Cube,
Scalasca, Vampir

= See overview in Cube
(2048 GPUs)

= Study late senders with
in Scalasca
(2048 GPUs)

= Analyze MPI flow with
Vampir (256 nodes)
MPI communication
pattern difference, MPI
communication matrix

= i
=" i

T 1 T T4 TR R

= G T i

= e T
H
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JuQcs

Performance Analysis

= First analysis with
Score-P, Cube,
Scalasca, Vampir

= See overview in Cube
(2048 GPUs)

= Study late senders with
in Scalasca
(2048 GPUs)

= Analyze MPI flow with
Vampir (256 nodes)
MPI communication
pattern difference, MPI
communication matrix

Member of the Helmholtz Association
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JuQcs

Performance Analysis

= First analysis with
Score-P, Cube,
Scalasca, Vampir

= See overview in Cube
(2048 GPUs)

= Study late senders with
in Scalasca
(2048 GPUs)

= Analyze MPI flow with
Vampir (256 nodes)
MPI communication
pattern difference, MPI
communication matrix
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JuQcs

Performance Analysis

= First analysis with
Score-P, Cube,
Scalasca, Vampir

= See overview in Cube
(2048 GPUs)

= Study late senders with
in Scalasca
(2048 GPUs)

= Analyze MPI flow with
Vampir (256 nodes)
MPI communication
pattern difference, MPI
communication matrix

Member of the Helmholtz Association

25 June 2021
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Early Experiences
Application-Related: LQCD: Bonn



LQCD: Bonn

= ETMC: Extended Twisted Mass Collaboration

C. Alexandrou and S. Bacchio et al, Phys. Rev. D 101 094513 (2020)

= Study of the Flavour Singlet Structure of Hadrons

% Team: S. Bacchio, B. Kostrzewa, et al; Uni Bonn, Uni Cyprus,
Cyprus Institute, Uni Rome, ...

— github.com/etmc, PLEGMA, QUDA, tmLQCD
= C/C++, CUDA, MPI, OpenMP

= Frequent JUWELS user

Member of the Helmholtz Association
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https://doi.org/10.1016/j.cpc.2018.08.011
https://github.com/etmc
https://github.com/lattice/quda
https://github.com/etmc/tmLQCD

LQCD: Bonn

Comparison of GPU HPC Machines

= Multigrid inversion Multigrid inversions on lattice (803x160, QUDA)
= Mean time-to-solution, 25
spread
m Systems
Piz Daint Haswell,
P100; DragonFly
Marconil00 POWER9,
V100; DragonFly+
= JUWELS Booster: Low
time to solution; but
large spread (being
investigated)

o
o
—_—

Time to Solution/ s
o

-
o

Piz Daint Piz Daint Marconi100 Juwels Booster
(160 GPUs) (200 GPUs) (160 GPUs) (80 GPUs)
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Distributed Training with DASO

Deep-Learning

» Publication: Accelerating Neural
Network Training with
Distributed Asynchronous and
Selective Optimization (DASO)

% Authors: D. Coquelin et. al; KIT,
DLR

= Unique: 25 % improvement over
Horovod

m Status: Preprint
arXiv:2104.05588 [cs.LG]

Member of the Helmholtz Association 25 June 2021

Total Training Time[h]

—_

_
o

Nodes
4 8 16 32 64
A —o— DASO
S —#- Horovod
16 32 64 128 256

GPUs
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https://arxiv.org/abs/2104.05588
https://arxiv.org/abs/2104.05588

Large-Scale Ab-Initio Molecular Dynamics

Molecular Dynamics

= Publication: Enabling Electronic

. Peak performance for HIV-1 (62M) —e—
Structure-Based Ab-Initio Fraction of theoretical peak for HIV-1 éGQM% - e -
Molecular Dynamics Simulations Bl S S — S 7 07
with Hundreds of Millions of 350 | %
Atoms g 300 F 4 0.6 g
% Authors: R. Schade et. al; S 250 E
Paderborn University £ 200 | 105 %
= Unique: FP16/FP32 mixed Z 150 5
precision, 1536 GPUs, a% 100 | 104 B
324 PFLOP/s 50 | é
= Status: Preprint o L ‘ ‘ d o3
arXiv:2104.08245 64 96 192 384

Number of nodes

[physics.comp-ph]

Member of the Helmholtz Association 25 June 2021 Slide 65168 Graph from publication arXiv:2104.08245 [physics.comp-ph]



https://arxiv.org/abs/2104.08245
https://arxiv.org/abs/2104.08245
https://arxiv.org/abs/2104.08245

Summary and Conclusions



Summary and Conclusions

= JUWELS Booster: European flagship system based on A100 GPUs and HDR200 InfiniBand
network

= Highly scalable system design with > 70 PFLOP /s, compute performance and
749 Thit/s acc. injection bandwidth

= |n production since end of November, some applications earlier through Early Access
Program

= First results incoming; second allocation period started
= Most important tools for performance analysis: Nsight Systems, Nsight Co
stack; great overview at in B. Mohr’s and M. Knobloch’s recent a Thank you -
= |mportant models: GPU Utilization, cache hit rate, Roofline (see ¢ our attent'on'
- . fory nde
S. Williams GPU Roofline paper) a herten@fz-juelic™

JULICH
SUPERCOMPUTING
CENTRE

@) JULICH
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https://www.superfri.org/superfri/article/view/311
https://ieeexplore.ieee.org/abstract/document/9059264
https://ieeexplore.ieee.org/abstract/document/9059264
mailto:a.herten@fz-juelich.de
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Tools Wishlist
Network Performance
STREAM Benchmark

Supplement: Application Experiences

PIConGPU
Others
Pre-Training, Transfer Learning
References
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Tools Wishlist

0OSU Micro-Benchmarks: Bandwidth

= Guideline for Tensor Core potential
= Consider node, network affinity / topology

Member of the Helmholtz Association 25 June 2021 Slide 3118
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Appendix

Network Performance



Network Performance
0OSU Micro-Benchmarks: Bandwidth

JUWELS Booster Device-Device Bandwidth (osu_bw)

Intra-Node Inter-Node
10" o
®= OSU Microbenchmarks: N ¢ Sessee
device-device bandwidth 10 el pop-----
(osu_bw D D) o [ o4
2 ‘109 /l “//
® Good results, expected = J/ o
Ho. - T o ,
limiters . = .,””_ s/
= |ntra-node: NVLink3 2 % oy
bandwidth 2 o L
. @ 10 o, s,
= Inter-node: HDR200 ®  Bandwidth (Measured) ® Bandwidth (Measured)
bandwidth s —-- Bandwidth (Model, Low) ==~ Bandwidth (Model, Low)
= Model fits show 10" ___ Bandwidth (Model, High) ~~~ Bandwidth (Model, High)
2 regimes (-—/ —-) . — NVLink3 Bandwidth (100 GBs) ~ —— HDR200 Bandwidth (25 GBJs)
10
10’ 10° 10° 10' 10° 10°

Message Size / Byte Message Size / Byte
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Appendix
STREAM Benchmark



STREAM

Config

AOCC 3.0.0 on EPYC 7402

$ clang -03 -mcmodel=large -fopenmp -ffp-contract=fast -fnt-store -DSTREAM_ARRAY_SIZE=2500000000
< -DNTIMES=200 -DSTREAM_TYPE=double -0 stream.exe stream.c
$ srun --cpu-bind=none \
env \
OMP_NUM_THREADS=24 \
OMP_PLACES="'{0}:24:2"' \
OMP_PLACES="cores" \
OMP_PROC_BIND="true" \
OMP_MAX_ACTIVE_LEVELS=1 \
OMP_STACKSIZE=256M \
OMP_SCHEDULE=static \
OMP_DYNAMIC=false \
OMP_THREAD_LIMIT=256 \
OMP_DISPLAY_ENV=true \
./stream.exe

JULICH
SUPERCOMPUTING
CENTRE

g JULICH

Forschungszentrum
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STREAM

Copy

Stride

Member of the Helmholtz Association

76,466

154,868

241,055

241,332

STREAM Copy on EPYC 7402 (JUWELS Booster)

153,058

309,475

235,230

235,242

25 June 2021

Threads

305,960 293,626
302,313
48 96
Slide 8118
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dth
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Bandwi
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STREAM

Scale

Stride

Member of the Helmholtz Association

76,445

154,736

241,022

241,466

STREAM Scale on EPYC 7402 (JUWELS Booster)

152,972

309,392

234,673

234,618

25 June 2021

Threads

305,747

302,028

48
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ST R EA M STREAM Add on EPYC 7402 (JUWELS Booster) —300G8ls

Add
- d 143,534 286,895 278,204
250 GB/s
~ 301,007 291,370
200GB/s 5
@ k=]
2 3
= °
o 5
o
© 232,351 223,411
150 GB/s
~ 233,669 223,480 100 GB/s
48 96
Threads
oo .
J U L I c H JULICH
SUPERCOMPUTING
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ST R EA M STREAM Triad on EPYC 7402 (JUWELS Booster) — 300G8ls

Triad

- 71,990 143,663 287,265 278,198
250 GB/s
o~ 301,555 291,054
200GB/s £
o T
el 3
= °
® 5
o
™ 232,539 222,973
150 GB/s
~ 233,810 223,072 100 GB/s
48 96
Threads
oo .
JULICH | e
SUPERCOMPUTING
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Supplement: Application Experiences



PIConGPU

PICon @wm’

= PIConGPU: Plasma simulation

H. Burau et al, IEEE Transactions on Plasma Science 38 10 (2010)

= Particle-in-cell simulation for Exascale-level GPUs
%5 Team: A. Lebedev, A. Debus, M. Bussmann, et. al

— github.com/ComputationalRadiationPhysics/picongpu
= C/C++, CUDA, MPI, Alpaka

JULICH
SUPERCOMPUTING
CENTRE

g JULICH

Forschungszentrum

Member of the Helmholtz Association 25 June 2021 Slide 13118



http://dx.doi.org/10.1109/TPS.2010.2064310
https://github.com/ComputationalRadiationPhysics/picongpu

PIConGPU

Results
SPEC benchmark, A100 strong scaling : T1/Ty
— ideal
3 =-+=+ 512 x 256 x 256 varying z GPUs
107 .4 512 256 x 256 Ngpy 2 = 1
SPEC speed-up A100 w.r.t V100 -4 1024 x 1024 x 1024 varying z GPUs
) - 1024 X 1024 x 1024 Nopy, =4
15/ —— baseline (V100) P|Con@w' " -@- 2048 x 2048 x 2048 varying z GPUs
B A100 | @ 2048x2048 X 2048 Nory.; =8
— 10
X 14 2
[N el
: 3
- .
§1.2 &
2]
10 10!
08 2ex1280128 256x256x192 256x256x256 512x256x256
Grid size
. 0
Comparison A100 vs. V100 10
10° 10! 102 103
Number of GPUs
Strong scaling for different grid sizes
25 June 2021 slide 14118 Graphs by PIConGPU / M. Bussmann
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Large-Scale Pre-Training on Transfer Learning for Images

Deep-Learning

= Publication: Effect of large-scale
pre-training on full and few-shot
transfer learning for natural and
medical images

%5 Authors: Mehdi Cherti, Jenia
Jitsev; JSC

= Status: Preprint (under review)
arXiv:2106.00116 [cs.LG]

Member of the Helmholtz Association 25 June 2021
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